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« Kernel methods (KMs): what and why

* A basic example: nonlinear regression
— Three simple kernels for vectorial data
— Kernel Least Squares (LS) and Kernel Ridge Regression (RR)

A systematic overview
Kernel-based algorithms

+
+ Kernel design

An advanced example (if time remains...)

Conclusions
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Kernel methods
A powerful set of tools
that allow to find complex patterns
INn a wide range of data types
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Map the data from ; into a (high-dimensional) vector space, the feature
space ) , by applying the feature map f on the data points -

Find a linear (or other easy) pattern in ) using a well-known algorithm

By applying the inverse map, the linear pattern in ) can be found to
correspond to a complex pattern in ;
All this implicitly by only making use of inner products in ) = the kernel trick!
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KMs = a set of machine learning tools that allows to:

+ solve a diverse range of tasks (classification, regression,
ranking, clustering, principal component analysis,¥4)

I+

on a diverse range of data types (vectorial data, sequences,
Images, texts,%). Vectorial data A everything nonlinearly!

I+

In a statistically well-founded manner (necessarily because )
may be infinite dimensional in principle!)

I+

generally only requiring the solution of convex optimization
problems or eigenvalue problems
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KMs: what and why

+ A modular approach: algorithms operate on kernel matrices, kernel
matrices are computed on the data%

O @ <>
7 I

Independent Independent
of the specific of the nature
task to solve! of the data!
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Thus, two main tasks/research areas:

+ Kernel design. Fairly well studied = still topic of ongoing research
for some data types.

Good kernels represent a relevant measure of similarity between
data points, which is an inner product in some feature space

+ Rewrite (easy) algorithms in a form that only requires inner
products (kernels!) between the data points. Then replace these
Inner products by kernels: kernelize algorithms. Better
understood than kernel design¥a

The ensemble of all kernels (for different data types)
together with kernelized algorithms, provides us with a
vast toolbox for pattern analysis



A basic example: nonlinear
regression

. Kernels for vectorial data (1 slide)

- Kernel Ridge Regression
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A basic example: nonlinear
regression

Let’s do nonlinear regression!

Basic kernels for vectorial data:

I+

Linear kernel:
(feature space is Qdimensional if Qis the dim of ; . Map f is identity!)

I+

RBF-kernel:
(feature space is infinite dimensional)

I+

Polynomial kernel of degree two:
(feature space is QL dD 1Tdimensional if Qis the dim of ; )

We will use the (very popular) RBF kernel for illustration purposes
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A basic example: nonlinear
regression

Given a training set of z vectors -, 9 along with corresponding labels r,

Notation:

We assume that (- ,r-) are sampled iid from a distribution.
Task: find a regression function that is linear in the feature space:
W3 SwDb (b))

such that, with high probability: W[5 r
for (-,r) a test vector — label pair sampled from the same distribution
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A basic example: nonlinear
regression

First approach: LS

Problems when the dimensionality Q is large  bad
generalization (if Qk z, « ' Is even singular)

Solution: regularization
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A basic example: nonlinear
regression

Regularized version: RR
Add a term that controls the capacity of the classification function:

solved?!
Problem: we don’t know f (- ), so we don’t know ¢ nore ’s |

ButYs observe that: (this is the representer theorem¥s)

l.e., b9 S 'awherea "is called the dual vector.
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Usingb S S 'a, we can write:

The matrix » « ' contains the inner products f (- Ddw D as
its (7,1 )-th entries, I.e. it can be substituted by the kernel
matrix € . This is the ‘kernel trick'¥s Then:

(assuming € is full rank + otherwise a
may have an additional undetermined
component that vanishes after
multiplication with « *)
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A basic example: nonlinear
regression

In summary, Kernel Ridge Regression computes a dual vector a as:

To evaluate the regression function Wk 3 S w Db on a test sample ,
rewrite it as:

After plugging in the kernel for the inner product, the evaluation step
can be written as:

I This is the form (almost) every pattern function will have in kernel
methods
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A basic example: nonlinear
regression

- Example: regression of the noisy sinc
function
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A basic example: nonlinear
regression

- Example: regression of the noisy sinc
function
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A basic example: nonlinear
regression

- Example: regression of the noisy sinc
function

Only requiring
the solution of a
set of z linear

equations!!



A systematic overview

- Algorithms

. kernels
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Kernel methods algorithms:

+ Support Vector Machine (SVM) for classification
(historically important for kernel methods, still state-
of-the-art for classification). Then: r- {1d L d}.

Question: what is a good hyperplane separating a
given dataset?
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Kernel methods algorithms:

+ Support Vector Machine (SVM) for classification
(historically important for kernel methods, still state-
of-the-art for classification)

I SVMs: the maximum-margin hyperplane:

the support

vectors are the

samples closest
+ to the hyperplane

+

margin
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A systematic overview: algorithms

The SVM (convex!) optimization problem is:

Primal (linear) version: Kernel version:

Evaluation on a test sample - in the same way as above:

Interestingly, only the a-, corresponding to support vectors are
nonzero! A fast evaluation if there are few support vectors
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Other classification algorithms: Fisher's Discriminant Analysis (or LS-
SVM classification), Logistic Regression, Partial Least Squares (PLS)
discrimination

Regression algorithms besides RR: SVM-regression, LS-SVM
regression (relates to RR), PLS regression

Ranking
Clustering (K-means,%s)
Density estimation, novelty detection

Principal Component Analysis (PCA), Canonical Correlation Analysis
(CCA)

Ya
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A systematic overview: algorithms

- Example: PCA on 2-dimensional data, using an RBF kernel
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A systematic overview: algorithms

Example: PCA on 2-dimensional data, using an RBF kernel

First component Second component
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Kernel functions, general properties and
requirements

+ Since a kernel is an inner product in some feature
space, it has to be positive semi-definite

+ Conversely, any positive semi-definite function can be
written as an inner product in some feature space
(Mercer's theorem)

+ Since for a dataset of z samples, 5w Dkernel
evaluations need to be done, it should be efficiently
computable

+ Obviously, a kernel should capture the interesting
features in the datav
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Kernel functions, examples

+ Vectorial data: linear, RBF, polynomial kernel, anova
kernel,%

+ Text: bag of words kernel

+ Sequences and strings: kernels computed by
dynamic programming, or based on suffix trees; often
compute the number of common substrings between
two strings¥%

+ Trees and graphs, nodes of graphs,%
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+ |Images:
- translation/rotation invariant kernels,V4
- Kernels based on the spectra of images
- Wavelet-based kernels

- Much of the research has been focussed on
handwritten digit recognition, a bit on faces; still
much work to do here!

- Potentially: graph-based kernels
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General kernel design strategies:

+ ‘Learning' the kernel: by making a linear convex
combination of several tentative kernels, yielding one
better kernelYs

+ Based on graphical models (Fisher kernels and
marginalized kernels)

+ This could yield approaches for kernels between
Images: If there's a graphical model that represents
the image (preferrably tree-shaped¥)



An advanced application

Kernel Canonical Correlation Analysis

Kernels for images??? Largely open problem¥4
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Retrieval of images queried by text using Kernel
Canonical Correlation Analysis (CCA). (Kernel CCA has
been used already for cross-language retrieval, and In
bioinformatics applications)

CCA: given a dataset of paired vectors (- ,9), CCA finds
directions b_ and b4such that -'b_ and 9b 4 are

correlated, by solving:
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The solution can be found by solving the eigenvalue
equation:

A kernel version can be derived:

Also here, regularization is
necessary¥s gis the regularization
parameter
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Thus, the approach to follow is:

I+

Collect a database of paired (images,captions)

I+

Choose or design good kernels for the texts in the captions (this
Is largely solved) and for the images (much harder¥a)

I+

Perform kernel CCA on this dataset; compute the > dominant
eigenvectors of the CCA eigenvalue problem. These correspond
to features in the caption space, and features in the image space
that are strongly correlated!

I+

A user may now type a query, after which the caption-features
are computed. In a large database (e.g. the www), find those
images with image-features that are strongly correlated to these
caption-features¥



Tijl De Bie = IPS symposium, VUB, 26/11/04

Not the last word, e.g. finding patterns in strings,% 1.e. it
IS not straightforward to find patterns within samples by
using kernel methods

Also: positive definiteness requirement is somewhat
annoying

Still, kernel methods represent a very powerful toolbox to
find complex relations in data

Message for machine vision: designing good kernels on
Images (and video) is still a largely open problem¥a
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- Further reading:

“Kernel methods for pattern analysis”, John
Shawe-Taylor and Nello Cristianini, CUP (2004)

www.kernel-methods.net

Thanks!



